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	Abstract:
	This TD proposes to initiate a new work item on "Guidelines for Large Language Model data security based on Confidential Computing" based on C252.


During the Q7/17 meeting, the contribution C252 (Proposed new work item on X.LLMCC: Guidelines for Large Language Model data security based on Confidential Computing) was discussed carefully, and the Q7 meeting agreed to establish a new work item.
_______________________


1. Background
1.1 AI Security risks in the era of Large Language Model
The proliferation of AI systems, particularly Large Language Model, has introduced unprecedented security risks across four critical layers: system, data, model, and algorithm.
1) System security threats​
AI infrastructure (e.g., hardware, operating systems, cloud platforms) faces threats such as unauthorized access, memory attacks, and vulnerabilities in software frameworks. For instance, transient execution attacks (e.g., Spectre, Meltdown) and microarchitectural data sampling exploit hardware weaknesses to leak sensitive data.
2) Data security threats
Data poisoning, gradient inversion attacks, and unauthorized access during transmission/storage threaten data confidentiality and integrity. In cloud environments, unprotected "data in use" is vulnerable to extraction by malicious administrators or compromised infrastructure.
3) ​Model security threats
Model theft, backdoor attacks, and adversarial tampering compromise AI assets. For example, attackers may reverse-engineer models deployed on edge devices or inject malicious code during training.
4) ​Algorithm security threats
Biased decision-making, lack of interpretability, and adversarial perturbations undermine algorithmic robustness. These issues are exacerbated in distributed training scenarios where malicious inputs manipulate model behaviour.
1.2 Introduction to Confidential Computing​
Confidential Computing leverages hardware-based Trusted Execution Environment (TEE) to encrypt data during processing ("in use"), complementing traditional encryption for data at rest and in transit. TEE enforce memory encryption and isolation. Remote attestation verifies TEE integrity before deployment. Several commercial implementations have adopted hardware-enforced TEEs (e.g., Intel TDX, AMD SEV-SNP) to protect AI workloads during execution.
1.3 Confidential Computing for AI Security
Confidential Computing addresses AI risks through a hardware-rooted, system-layer approach, ​​validated by industry deployments across leading cloud providers, chip vendors, and AI providers:
· Azure Confidential AI Azure's solution leverages ​​Confidential GPU VMs​​ to create hardware-isolated Trusted Execution Environments (TEEs).
· Alibaba Cloud Confidential AI integrates Confidential Computing across its stack, with ​​Trusted Execution Environments​​ using CPUs, providing end-to-model protection​​ via and dedicated ​​Key management​​ services, which supports ​​confidential containers​​ and GPU encryption.
· Apple Private Cloud Compute extends device-level security to cloud AI with Secure Enclave, providing stateless data processing​​ with memory encryption and verifiable transparency​​ via published OS images.
· AWS Confidential Computing Nitro System provides ​​always-on isolation​​ from AWS operators, enclaves​​ for sensitive workload isolation, and TPM​​ for attestation.
· NVIDIA Confidential Computing focuses on GPU-accelerated security with hardware-enforced isolation​​ on Blackwell GPUs. It offers near-native performance​​ for encrypted LLMs.
In summary, Confidential Computing addresses AI risks through a hardware-rooted, system-layer approach:
1) ​System-layer protection
· TEE reduces trust dependencies by isolating AI workloads from untrusted hypervisors or OS kernels.
2) ​Full lifecycle security
· Encrypted execution spans training, inference, and data sharing, mitigating threats like model theft or input leakage.
3) ​Transparency and auditability
· Remote attestation provides cryptographic proof of TEE integrity, enabling verifiable trust in distributed AI systems.
The divergence in Confidential Computing implementations creates critical interoperability and security verification challenges. Standardization enables provable security across hybrid environments while maintaining innovation diversity, which is crucial for securing generative AI adoption in sensitive domains like healthcare and finance.
1.4 Need for standardization
1) Addressing fragmentation in technology implementation​
The lack of standardized practices for integrating Confidential Computing into AI systems has led to fragmented solutions across vendors, hindering interoperability. For instance, TEE implementations (e.g., Intel SGX, AMD SEV, ARM CCA) differ in security guarantees, attestation protocols, and compatibility with AI frameworks. Standardization ensures unified interfaces and metrics, enabling seamless adoption across heterogeneous environments while reducing development overhead.
2) Establishing trustworthiness in multi-party workflows​
AI systems increasingly rely on distributed workflows involving untrusted third parties (e.g., federated learning, cross-cloud training). Without standardized security controls, malicious actors could exploit inconsistencies in data isolation, attestation validity, or runtime integrity checks. A common framework ensures verifiable trust across stakeholders, critical for compliance with regulations like GDPR and CCPA.
3) Mitigating emerging attack vectors​
Proprietary or ad hoc implementations often overlook advanced threats targeting AI-specific attack surfaces, such as model inversion, adversarial input extraction, or side-channel leaks from shared accelerators (e.g., GPUs). Standardization mandates baseline protections (e.g., memory encryption granularity, secure model enclaves) to harden AI systems against evolving exploits.
4) Accelerating ecosystem collaboration​
Standardized guidelines bridge gaps between hardware vendors, cloud providers, and AI developers. By defining clear roles (e.g., attestation authorities, TEE maintainers) and responsibilities, they foster collaboration to optimize performance-security trade-offs, such as minimizing TEE-induced latency in real-time inference scenarios.
Current Confidential Computing solutions for AI are non-standardized commercial offerings with divergent architectures and inconsistent technical priorities (security depth vs. cost efficiency). This variability complicates adoption, as developers must re-engineer workflows. This new work item X. LLMCC provides ​authoritative implementation guidelines​ to harmonize critical aspects including architecture definitions, feature interoperability and security best practices.
As the concluded in the discussion of CG-AISEC, the standardization of Confidential Computing for AI security has been added into the “Artificial intelligence security strategies and standardization landscapes” from T25-SG17-250408-TD-PLEN-0040.
2. Gap analysis
Some related research activities and corresponding gap analysis about NWI in other organizations and projects are summarized in Table 1.
Table 1 – A list of relevant documents for gap analysis
	Project
	Scope
	Gap analysis

	ITU-T F.751.9
Trusted execution environment based Confidential Computing on distributed ledger technology systems
	Integrating TEE with ​Distributed Ledger Technology (DLT) systems, outlining requirements and procedures for secure DLT workflows.
	F.751.9 focuses on integrating TEE with DLT systems, whereas this proposal addresses LLM-specific security challenges across four layers (system, data, model, algorithm).

	X.sr-AI Security requirements for AI systems (under development)
	Defines a lifecycle-based AI security model, identifies stakeholders, and provides general security requirements for mitigating threats.
	X.sr-AI offers ​broad security requirements​ for AI, while the new proposal specifies ​how to implement​ these requirements using Confidential Computing as an enabling security technology.

	X.sg-GenAI Security Guidelines for Generative Artificial Intelligence Application Service (under development)
	Focuses on ​generative AI-specific risks and mitigations.
	X.sg-GenAI offers ​security guidelines for generative AI services​, while this proposal focuses on implementation-level protections via hardware-rooted isolation and encrypted execution.

	IETF RFC 9334 Remote ATtestation procedureS (RATS) Architecture
	RATS defines a generic, protocol-agnostic attestation architecture (roles, artifacts, topologies).
	This proposal defines data security guidelines for LLMs using confidential computing, and referring RATS roles (Attester, Verifier, Relying Party).

	IETF RFC 9397 Trusted Execution Environment Provisioning (TEEP) Architecture
	TEEP specifies architecture for provisioning and lifecycle management of Trusted Applications in TEEs.
	This proposal targets LLM data security objectives across training/inference/RAG using confidential computing.


3. Proposal
This contribution proposes a new work item to develop a new Recommendation for “X.LLMCC: Guidelines for Large Language Model data security based on Confidential Computing”. The initial baseline of this work item is in Annex II.
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	This Recommendation provides data security guidelines for Large Language Model enabled by confidential computing technologies. It specifies principle-based controls to protect the confidentiality and integrity of data across the Large Language Model lifecycle.
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	Summary

	The widespread deployment of Large Language Model services, particularly in cloud environments, faces escalating security threats such as adversarial attacks, data leakage during computation, and model tampering. Traditional security measures inadequately address risks to "data in use," while fragmented implementations of Confidential Computing technologies lack cross-platform interoperability and trust in multi-party collaborations.
This Recommendation establishes harmonized guidelines to secure Large Language Model through Confidential Computing, focusing on system-layer isolation, encrypted model execution, and algorithm integrity. It addresses critical gaps by unifying implementations across vendors, defining attestation protocols for verifiable trust, and providing layer-specific safeguards for hardware, data, and models.
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Annex B

Draft Recommendation ITU-T X.LLMCC
Guidelines for Large Language Model data security based on Confidential Computing
1 Scope
This Recommendation provides data security guidelines for Large Language Model enabled by confidential computing technologies. It specifies principle-based controls to protect the confidentiality and integrity of data across the Large Language Model lifecycle.
This Recommendation is applicable to AI system developers, Large Language Model providers, cloud service providers, and third-party solution providers to implement Confidential Computing-enabled security enhancement solutions.
2 References
The following ITU-T Recommendations and other references contain provisions which, through reference in this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated were valid. All Recommendations and other references are subject to revision; users of this Recommendation are therefore encouraged to investigate the possibility of applying the most recent edition of the Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is regularly published. The reference to a document within this Recommendation does not give it, as a stand-alone document, the status of a Recommendation.
[ITU-T X.xxxx]	 		Recommendation ITU-T X.xxxx (xxxx), xxxxxx.
3 Definitions
3.1	Terms defined elsewhere
This recommendation uses the following terms defined elsewhere:
3.1.1 trusted execution environment [b-ITU-T F.751.9]: A secure area on the main processor of a device that ensures sensitive data is stored, processed, and protected in an isolated and trusted environment.
3.2	Terms defined in this Recommendation
This document defines the following terms:
3.2.1 attester: An entity that generates evidence about its system state for remote verification.
3.2.2 confidential computing: A computing paradigm that safeguards data security through isolation, encryption, and attestation mechanisms rooted in trusted hardware.
3.2.3 enclave: A protected region of memory within a processor that provides confidentiality and integrity for code and data.
3.2.4 quote: Cryptographic proof of the software configuration and runtime state of a TEE, signed by the platform's root of trust.
3.2.5 remote attestation: A process where a verifier remotely validates the authenticity of claims about a target execution environment provided by an attester. This typically relies on a remote attestation service hosted by the verifier or a third-party attestation service provider.
3.2.6 verifier: An entity that evaluates attestation evidence to establish trust in a remote system.
4 Abbreviations and acronyms
This Recommendation uses the following abbreviations and acronyms:
AES		Advanced Encryption Standard
CPU		Central Processing Unit
GPU		Graphics Processing Unit
LLM		Large Language Model
RAG		Retrieval Augmented Generation
TEE		Trusted Execution Environment
TMS		Trust Management Service
TNG		Trusted Network Gateway
5 Convention
In this Recommendation: 
· The keywords "is required to" indicate a requirement which must be strictly followed and from which no deviation is permitted if conformance to this document is to be claimed. 
· The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely required. Thus, this requirement need not be present to claim conformance.
6 Data security threats for Large Language Model
6.1 Security threats in training phase
a) ​​T-TR-01 Data-in-use exposure by privileged infrastructure. An adversary with control of the host OS, hypervisor, or management plane attempts to access training data or model parameters outside the TEE boundary.
b) T-TR-02 Supply chain poisoning. An adversary introduces malicious or manipulated datasets, models, or dependencies prior to training to influence outcomes or implant backdoors.
c) T-TR-03 Unattested or misconfigured environment. A requester deploys training to a platform that has not been successfully attested or does not meet the required security configuration, enabling unauthorized access or tampering.
d) T-TR-04 Side-channel leakage and co-residency risks. An adversary infers sensitive data or parameters via timing, cache, or resource contention on shared CPU/GPU resources.
e) T-TR-05 Rollback/soft downgrade. An adversary induces use of outdated firmware, drivers, or model versions with known weaknesses to bypass protections.
f) T-TR-06 Data poisoning. An adversary corrupts training data to skew model behaviour or reduce robustness. 
g) T-TR-07 Model artifact exfiltration. An adversary extracts model checkpoints or optimizer states from storage or logs outside the TEE.
Note: This clause identifies representative security threats to LLM training that are addressed by the guidelines in clauses 7. Where applicable, threats refer to related entries in [ITU‑T X.sr‑AI].
6.2 Security threats in inference phase
a) T-INF-01 Prompt and output leakage. An adversary accesses user inputs, retrieved context, or generated outputs during processing or transit.
b) T-INF-02 Model extraction and inversion. An adversary interacts with the model to infer parameters or reconstruct training data.
c) T-INF-03 RAG poisoning. An adversary injects manipulated or malicious content into knowledge bases or retrieval pipelines to influence responses.
d) T-INF-04 Unauthorized access and privilege escalation. An adversary bypasses access controls to invoke restricted models or knowledge bases.
e) T-INF-05 Dependency and update compromise. An adversary exploits vulnerable or unverified libraries, plugins, or updates within the inference environment.
f) T-INF-06 Side-channel and co-residency inference. An adversary on shared accelerators infers sensitive information via resource contention.
Note: This clause identifies representative security threats to LLM inference that are addressed by the guidelines in clauses 8. Where applicable, threats refer to related entries in [ITU‑T X.sr‑AI].
7 Guidelines for securing LLM in model training
7.1 Trust and policy establishment
· Prior to onboarding any training data or models, the requester shall to define an attestation verification policy that specifies acceptable platform identities, code measurements, security version numbers, configuration states, and any applicable geographic or tenancy constraints.
· The Confidential Computing provider and model provider shall make available the attestation evidence and metadata necessary for the requester to evaluate policy compliance.
7.2 Protected data import
· Before any transfer of training data, the requester shall to verify the target TEE via remote attestation in accordance with the policy defined in 7.1. 
· Data transfers shall use authenticated, confidentiality- and integrity-protected channels based on industry-accepted cryptographic algorithms and profiles.
· Access to data import operations shall be provided to follow least privilege and be fully logged, including operator identity, purpose, and data categories.
7.3 Protected model and dependency import
· Model artifacts and their provenance shall be verified prior to loading into the training environment. This includes signature verification against authorized publishers and alignment with the approved version manifest via remote attestation.
· Software dependencies used during training shall be risk-assessed using authoritative vulnerability information sources. Deployments are required to prohibit the use of versions that exceed the requester’s risk acceptance criteria as defined by policy.
· Only the minimum set of tools, drivers, and libraries necessary for training should be included within the TEE to minimize the attack surface.
7.4 TEE-enforced training execution	
· Training shall be executed within an attested TEE with measured launch and isolation properties appropriate to the sensitivity of the workload. Where accelerators are used, the deployment is required to ensure isolation and attestation for accelerator contexts consistent with the policy in 7.1.
· Secrets (e.g., decryption keys for datasets or model weights) shall be released only upon successful attestation verification and are required to be bound to the attested state as per 9.2.4.
· Side-channel vulnerabilities (including co-residency on shared resources) should be assessed, and the deployment is required to implement risk-appropriate mitigations (e.g., dedicated hosts, resource partitioning, configuration hardening).
7.5 Validation and acceptance
· The requester shall validate that the resulting trained model is integrity-protected (e.g., signed) and that the training run is traceable to attested environments meeting policy. Evidence used for acceptance is required to include attestation results, configuration baselines, and training metadata sufficient for audit.
· Adversarial robustness and data leakage risks should be evaluated using tests appropriate to the intended use and risk profile.
7.6 Release and distribution
· Trained model artifacts shall be signed, labelled with version and provenance metadata, and distributed only to authorized recipients consistent with the requester’s policy.
· A software bill of materials (SBOM) or equivalent dependency inventory should be maintained for the training environment.
7.7 Deployment considerations
· Interoperability across heterogeneous TEEs should be achieved by using portable attestation evidence and policy evaluation consistent with recognized attestation architectures.
8 Guidelines for securing LLM in model inference
8.1 Access and data protection
· ​​Access to inference endpoints shall be authenticated and authorized according to policy. Communications are required to use authenticated, confidentiality- and integrity-protected channels.
· User prompts, intermediate context (e.g., retrieved documents), and outputs shall be protected as sensitive data for the duration of processing and storage as applicable.
8.2 Secure deployment and configuration
· ​​Inference services shall be running within an attested TEE that satisfies the requester’s policy, with measured launch and configuration baselines recorded for audit.
· Only approved model versions and configurations shall be deployable. Runtime enforcement is required to prevent invocation of unapproved artifacts.
8.3 Retrieval-augmented generation (RAG) and data source integrity
· Where RAG is used, retrieval operations and context fusion shall be executed within the TEE boundary, and access to data sources shall be authorized according to policy.
· Updates to knowledge bases shall be integrity-protected and verifiably authored by authorized publishers prior to ingestion.
8.4 Execution isolation and resource governance
· ​​Resource isolation shall be implemented to reduce the risk of cross-tenant interference or data leakage, considering CPU, GPU, memory, and I/O.
· Side-channel attacks specific to inference (e.g., co-resident GPU workloads) should be assessed and mitigated commensurate with risk.
8.5 Audit, logging and retention
· ​​Security-relevant events (e.g., attestation results, access decisions, model version selection) shall be logged with integrity protection and retained according to policy and regulation. 
· Logs are recommended to avoid inclusion of sensitive content unless necessary for security or compliance. Where included, such content is required to be protected at rest and in use.
8.6 Availability, and compatibility
· For environments with constrained resources (e.g., edge), the deployment should be documented any deviations from the cloud profile and compensating controls while maintaining the confidentiality and integrity objectives.
· Compatibility and portability across providers should be achieved via portable attestation verification and policy expression; fallbacks and rollback handling are required to maintain a secure state.
9 Security architecture based on Confidential Computing
9.1 Overview
The security architecture involves five stakeholders interacting within a Confidential Computing architecture as in Figure 1. Stakeholders may be fulfilled by single or multiple entities. Core components ensure end-to-end security.
[image: ]
Figure 1 – LLM security architecture based on Confidential Computing
9.2 Security architecture
9.2.1 Core stakeholders
· Data provider: Supplies datasets/knowledge bases compliant with regulations.
· Confidential Computing provider: Delivers TEE-enabled hardware/software platforms.
· Model provider: Provides foundation models and supports TEE-based training/deployment.
· Model service user: Validates and requests model service outputs.
9.2.2 Core components
· TEE​​: provides isolated environments for model and data.
· ​​Cryptographic module​​: providers data encryption and communication encryption.
· Remote attestation​​: offers authentication and integrity verification of the environment.
· Trusted network gateway​​: acts as a secure proxy between external clients and the TEE, enforcing mutual authentication and encrypted communication.
· Key management: full lifecycle key handling (generation, distribution, rotation, revocation, destruction) as specified in 9.2.4.
9.2.3 Key process
a) Training phase:
· Data imported via encrypted channels into TEE for isolated training.
· Remote attestation validates model integrity for the Requester.
b) Inference phase:
· User inputs processed securely within TEE; encrypted results returned.
· Encrypted knowledge base enhances contextual relevance during inference.
9.2.4 Key management
· The key management function manages the full lifecycle of cryptographic keys used to protect model artifacts, datasets, prompts/outputs, gradients, parameters, and control plane messages. This includes generation, storage, distribution, rotation, revocation, recovery, and destruction.
· Key issuance is bound to successful remote attestation evidence that satisfies the relying party’s policy (including but not limited to platform identity, code identity/measurement, security version number, configuration state, and, where applicable, location and tenancy assertions).
· All key lifecycle operations should be auditable. Audit records should be integrity protected and retained according to applicable policy.


[bookmark: _Toc142892287]Appendix I
<Use cases>
(This appendix does not form an integral part of this Recommendation.)

I.1. Model training scenario
A healthcare institution outsources LLM training to a public cloud provider. All patient data and model weights are processed exclusively within TEEs. Remote attestation ensures the integrity of the training environment before data upload. (to be completed in future contributions)
I.2. Model inference scenario
A financial chatbot runs in a TEE-enabled container. User queries and responses are encrypted end-to-end. Knowledge base updates are signed and verified before loading. (to be completed in future contributions)
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