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Topics 
l  Motivation 
l  Short summary 
l  Detailed slides 
- Six aspects of NVO3 that affect addressing. 
-  Implications for IPv4. 
-  Implications for IPv6. 
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Motivation 
l  Consider emulating a large number of virtual 

hosts on a physical network topology, involving 
multiple LAN segments, virtual LANs, routers 
and switches. 

l  The question of the IP addressing scheme for 
the virtual hosts is not trivial. 

l  The intention of the draft is to describe the 
resulting consequences for IP address 
management. 
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Summary 
l  Aspects considered 
-  Need for address independence and isolation 
-  Impact of multiple data centres on addressing scheme 
-  Impact of mapping on addressing scheme 
-  Address migration within and between DCs 
-  DNS and dual stack aspects 

l  Implications for IPv4 
-  Assuming ambiguous addresses 

l  Implications for IPv6 
-  No ambiguous addresses 
-  Better to use a shorter prefix such as /48 or /56 



Comments? Questions? 

 Is this topic of interest to the WG? 
 
 
 
 
 

There are 8 more detailed slides 
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Address Independence and 
Isolation 

l  Virtual hosts assigned to one customer must not 
communicate directly with, or be aware of, virtual hosts 
assigned to any other customer. VNs must be as 
operationally independent as possible. 

l  Thus it is desirable for addresses used by each layer 3 
VN to be allocated and managed independently. 

l  To be clear:  when layer 3 topology is virtualised, layer 
2 address independence and isolation is neither 
necessary nor sufficient to guarantee layer 3 address 
independence and isolation. 
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Multiple Data Centres 
l  A given customer might have virtual hosts spread 

across multiple DCs.  Those data centres might be 
operated by competing enterprises.   

l  Then, the only safe assumption is that a single 
address range cannot span multiple DCs. A virtual 
host migrated to another DC might need to be 
renumbered. 

l  If a VN extends over multiple DCs, VN routing across 
DC borders must be supported for the address ranges 
concerned, and address filtering must also be applied 
in a consistent way at each DC.  
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Address Mapping 
l  It is generally assumed that an NVO3 system will be 

built using tunnels, and the required mapping is   
between virtual host addresses and tunnel end points.   

l  The addressing scheme for virtual hosts needs to be 
consistent with the mapping system and its dynamic 
update protocol. 

l  For a VN that covers multiple DCs, the mapping 
update protocol needs to exchange mapping 
information between tunnel endpoints at all DCs 
involved. This needs to be specified interoperably. 
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Address migration 
l  Current virtual host mechanisms assume that a host's 

IP address is fixed. 

l  When a move occurs, there will be changes in the 
layer 2/layer 3 mapping (ARP, ND) and in the address 
to tunnel mapping.   

l  An address which is moved should remain part of the 
same routing aggregate. 

l  But if a virtual host migrates between DCs, it might be 
unavoidable for its virtual address to change. In this 
case an upper layer session recovery mechanism will 
be needed. 

9/13 



DNS 
l  If a virtual host is always accessed using its FQDN, 

the renumbering issue during inter-DC migration, just 
mentioned, would be significantly mitigated.  However, 
this implies rapid DNS updates. 
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Dual Stack Operation 
l  If each virtual host has both an IPv4 and an IPv6 

address, there will be an interdependency of the two 
addressing schemes. 

l  Virtual subnet topologies would usually be the same 
for the two addressing schemes. 

l  Virtual hosts would need to migrate simultaneously for 
IPv4 and IPv6. 

-  If not, IPv4/IPv6 interworking might arise 
unexpectedly, requiring NAT64/NAT46 within a VN. 
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Implications for IPv4 
l  In many or most cases, a VN will be numbered out of 

ambiguous address space.  The only safe assumption 
is that any VN may use the same address space as 
any other.  
-  Management tools must be designed so that operators never 

rely on addresses alone to identify individual servers.  When 
an address is presented to an operator, it should be tagged 
with some sort of VN ID. 

l  A result of using, say, Net 10 for every VN instance is 
that the number of virtual hosts can be quite large, up 
to 2**24.  This frees the designer from traditional limits 
on subnet size. 
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Implications for IPv6 
l  Each VN can have its own global-scope address 

prefix. There is no problem of ambiguous addresses. 
-  Could use a regular global IPv6 prefix, or a ULA prefix. 

l  Even with /64 there is no reasonable limit on subnet 
size.  
-  Even better to use a shorter prefix such as /48 or /56 per VN, 

so that a VN can span more than one (V)LAN using standard 
IPv6 routing if desired. 

l  There is no need for prefix translation [RFC6296] 
between the VN and outside users.  However, the 
presence of such translation, or load balancing, cannot 
be excluded. 13/13 


